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Abstract: A middleware architecture named ROAFTS
(Real-time Object-oriented Adaptive Fault Tolerance
Support) is presented. ROAFTS is designed to support
adaptive fault-tolerant execution of not only conventional
process-structured distributed RT application software but
aso new-style object-structured distributed RT
application software. While ROAFTS contains fault
tolerance schemes devised for quantitatively guaranteed
real-time fault tolerance, it is also designed to relax that
characteristics while the application is in a soft real-time
phase in order to reduce resource use. Through three
different prototype implementation experiences using
both commercia OS kernels and home-grown real-time
kernels, the middleware architecture has been refined and
its basic capabilities and effectiveness have been
validated. The fault tolerance schemes supported and the
integrating architecture are discussed in this paper.
Implementation experiences and some future tasks are
also discussed.

Keywords: fault tolerance, adaptive, middleware,
ROAFTS, object, real-time, adaptation, thread, time-
triggtered, kernel, AFT, DRB, recovery, SNS, network
surveillance.

1. Introduction

Many emerging large-scale  safety-critical
applications require distributed computing systems that
can survive, i.e, meet al the critica computing
requirements, through a specified extent of dynamic
losses and acquisitions of computing resources. While
technologies for reliably constructing such application
systems have been pursued for about two decades, well
integrated distributed operating system (OS) facilities
supporting such adaptive fault-tolerant (FT) execution of
real-time (RT) distributed application software are not
fully available yet [Kim92, Law95]. However, in recent
years, most of the needed cornerstones of desirable
integrated adaptive fault tolerance (AFT) support facilties
started appearing in concrete forms. Therefore, time
seems ripe for establishing architectures for distributed
OS facilities that can be composed of recently established
cornerstones to support adaptive FT execution of real-
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time distributed application software.

The architectures possessing
characteristics are particularly desirable.

(1) Middleware implementation on COTS (Commercial
Off-The-Shelf) OSs:  AFT in a distributed computer
system is basically a distributed resource management
function and the most cost-effective implementation of
such services can nowadays be realized in the form of
middleware running on a COTS OS.

(2) Quantitatively guaranteed RT FT: In a system
designed to realize FT via allocating resources for
redundant computation, effective, let alone optimal,
resource allocation is not possible in the absence of
guantitative characterizations of FT schemes. In such
characterization, the most important metrics are (1) fault
types and rates covered, and (2) recovery time bound.

(3) Maximization of application survivability: The
ultimate goal of incorporating FT mechanisms in a RT
computing application system is to maximize the
survivability of the system through its mission period. In
an environment where resources cannot be added during
the mission period, the initially configured resources must
be utilized intelligently and adaptively as some of them
get lost and/or quantum changes in the resource needs
occur. If the application alows adding new computing
resource components during its mission period, the
capability for non-disruptive incorporation of new
components to enable "non-stop RT task execution” must
be built into the system. Therefore, the distributed OS
architecture that maximizes the application survivability
via adaptive use of resources is the most desirable one.

ROAFTS (Real-time Object-oriented Adaptive Fault
Tolerance Support) is a middiware architecture devised to
possess the characteristics mentioned above. Chareristics
(2) in the above makes the distributed OS facility to be
somewhat expensive in terms of resource use. Therefore,
ROAFTS is designed to relax that characteristics while
the application is in a soft RT phase. An important
additional characteristics of ROAFTS is that it is capable
of supporting not only conventional process-structured
distributed RT application software but also new-style
object-structured distributed RT application software
[Kim97a].

the following




Although the major backbone of the ROAFTS
architecture was established in 1996, some of its detailed
parts have undergone some refinements as three different
prototype implementations have been undertaken. The
first prototype implementation was realized at the author's
laboratory on top of our home-grown RT OS kernel, the
DREAM kernedl v4.0 [Kim97a, and the second
implementation was realized by SoHaR, Inc., with the
assistance of the author and his research assistants on
SUN Solaris platforms [Sho97]. Using these prototypes,
two major distributed RT application prototypes with
AFT capabilities were constructed and their performance
was evaluated: (1) A military command-control
application prototype, and (2) a factory control
application  prototype. The third prototype
implementation of ROAFTS, which is still under
development, will run on Microsoft NT platforms.

In Section 2, major RT FT schemes which play the
cornerstone roles in ROAFTS are briefly described.
These techniques are effective in a broad range of
application environments. The architecture of ROAFTS
is discussed in Section 3. Our experiences in prototype
implementation are discussed in Section 4 along with
some meaningful directions to pursue in the future.

2. Major real-timefault tolerance schemes
incorporated into ROAFTS

In devising ROAFTS, we considered only those FT
schemes for which recovery time bounds can be easily
established. It is our judgment that as the basic OS and
communication subsystem technologies become mature,
rapidly growing demands for quantitatively guaranteed
RT FT will be generated from the customers of
distributed applications, not just from the customers of
single-node computing system applications.

A natural and modular way of constructing fault-
tolerant distributed and/or parallel computer systemsisto
(1) construct various subsystems in the rugged fault-
tolerant forms,

(2) interconnect them by use of rugged fault-tolerant
communication subsystems, and

(3) operating them under the supervision of a network
surveillance and reconfiguration (NSR) manager which
detects the needs for system reconfiguration, performs or
coordinates reconfiguration, and invokes detailed system
diagnosis tasks periodically or as needs arise.

The most basic type of subsystems are computing
stations each of which consists of a processing node
(hardware and software) dedicated to the execution of one
or a few application processes [Kim94]. Every complex
subsystem can be constructed with such computing
stations.

A brief overview of basic FT schemesis taken first.
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2.1. Fault-tolerant computing stationswith
backward recovery (running primarily soft RT
tasks)

The computing stations here all
capabilities.

have rollback

Type 1: Simplex type (i.e, single-node stations)
without any application-dependent fault detection
software component

Figure 1 depicts this computing station.

Hardware Detector or
Software Detector

is

Figure 1 Simplex-type
station

Systems using this approach must have either some
fault-detection  hardware or common (i.e,
application-independent)  fault-detection software
components. Otherwise, systems cannot utilize their
rollback capabilities and thus are not FT. A typical
fault-detection software component considered here
is one that does a consistency check on the data
structures in OS.  An extreme case in terms of the
overhead requirement is to sequentialy reexecute
the same task and compare the results. In any case,
the fault coverage achieved with common fault-
detection software components in terms of the fault
types and rates covered is somewhat limited.

Type 20 Duplex type (i.e, dual-node redundant
operating stations) with result comparison
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Figure 2. Duplex-type station

Figure 2 depicts this computing station.

The result comparison here can be performed by a
special  hardware comparator or a software-
implemented comparator [Toy87]. The hardware
comparator can be expensive in some applications



and restricts reconfiguration scope. On the
other hand, it incurs much less overhead in

Predecessor.
Computing Station

comparison to the software comparator.

Type 3: Recovery block station
Figure 3 depicts this computing station.

Software

-
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Figure 3. Recovery block station Figure 5.

The recovery block [Ran75, Ran95] station is
essentially a Type-1 or Type-2 station plus at least
one of the following two optiona software
components: (1) an acceptance test which is an
application-dependent  fault-detection  software
component and (2) alternate application algorithms.
This computing station can handle both hardware
and software faults to some extent but burdens the
application task designer with the workload of
providing acceptance tests and alternate algorithms.

2.2. Fault-tolerant computing stationswith
forward recovery (running primarily hard RT
tasks)

Type 4: Pair of Self-checking Processing nodes (PSP)

Here two self-checking nodes execute the same
application software.

Type4a: Pair of Comparing Pairs (PCP) with result
comparison
The result comparison can be performed by a

Fiaure 4. PCP station

special hardware comparator or a software-
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Successor

DRB station Computing Station

implemented comparator. Figure 4 depictsthis
computing station. The primary-shadow
cooperation schemeis used in that the shadow
pair deliversits output to the rest of the
distributed computer system only when the
primary pair cannot produce an output. If a
hardware comparator is used, it becomes
essentially the computing station architecture
used in the Stratus machine [Wil85]. Since a
computing station consists of 2 dual-processor
nodes, each in turn consisting of 2 processors,
the station requires four processors which could
be viewed as expensive hardware requirements
in some applications.

Type 4b: A pair of single-processor nodes without
any application-dependent fault detection software
component

Thisisessentially apair of Type-1 stations using

the primary-shadow cooperation scheme

[Kim94, Kim95].

Type5: Distributed recovery block (DRB) station
Figure 5 depicts this computing station.

The DRB station [Kim94, Kim95] is essentidly a
Type-4 (4a or 4b) station plus at least one of the
following two optional software components: (1) an
acceptance test which is an application-dependent
fault-detection software component and (2) aternate
application algorithms. As a part of the DRB
development, a rigorous implementation model for
the Type-db PSP station has been formulated
[Kim95]. When two different application
algorithms are used, the two algorithms run on two
different nodes. This computing station can handle



both hardware and software faults to some extent but
burdens the application task designer with the
workload of providing acceptance tests and alternate
algorithms.

Type 6: Voting triple modular redundant (TMR)
station (more generally, Voting N-modular
redundant station)

This computing station uses three copies of a
computing component and take a vote with their
execution results [Toy87]. When there is

Figure 6. Voting TMR station

discrepancy, the result with a majority vote is used.
The voter may be implemented in hardware or in
software.

Type 7: Voting N-Version program (NVP) station
Figure 6 depicts this computing station.

This station is essentially a Type-6 station plus 3 or
more different application algorithms for each
application task [Avi95]. While the voting logic is
application-independent, the scheme requires the
design of multiple versions expected to
generate truly identical computation results,
which could be a restriction in cases where
complexity of aprogram component is high.

2.3. Network surveillance and
reconfiguration (NSR)

NSR, or network surveillance for short, is aimed
for facilitating fast learning by each interested fault-

free node in the distributed computer system of
fallure events and repair completion events
occurring in other parts of the system. NSR
schemes involve combinations of three basic types
of actions.

In addition, NSR is aimed for facilitating fast
reconfiguration, including
(2.1) functional amputation of faulty components, and
(2.2) redistribution of tasks, including assignment of
tasks to newly incorporated or repaired nodes.

Basically, the following three types of approaches are
conceivable:

(1) Centralized:
Supervisor
[Gar82].

(2) Decentralized:
PRHB (periodic reception history broadcast) scheme
[Kop89, Kim93], TTP (time-triggered protocol)
[Kop93], and others [Cri88].

(3) Hybrid: SNS (supervisor based network surveillance)
scheme [Kim97b], and others.

node scheme [Hec9l], and others

Research on NSR schemes is less mature than the
research on RT FT computing stations. New schemes are
expected to emerge continuoudly in the next few years.
The important metrics in this area are again the detection
latency bound [Kim93] and the recovery time bound
which includes among other factors the reconfiguration
latency. The SNS scheme is sketched below partly
because the prototype implementations of ROAFTS built
so far support the scheme.

2.3.1 Thesupervisor-based network
surveillance (SNS) scheme

The SNS scheme [Kim97b] is effective in point-to-
point networks with a variety of topologies. Figure 7
shows the basic operation of the SNS scheme. As shown
in the figure, there are two types of nodes that execute the
SNS scheme, the worker nodes and a supervisor node.

Duties of the elected supervisor

@ Performs basic duties
’ of workers

® Judges the health conditions
of worker nodes and links

Supervisor node

among them
/ i T \ ® Informs relevant nodes of
detected faults
Worker Basic duties of workers
o oo Exchanges heartbeats
with neighbors af frequency f,

Sends a suspicion report
(on the health of a neighbor)

o

to the supervisor

Action 1: Heart beat generation and monitoring

Action 2: Broadcast/multicast of message receipt
acknowledgments
Action 3: Extensiveinterrogation

Application of action 1 and action 2 to the
nodes in execution of hard RT tasks is feasible but in
general action 3isnot feasible.

Special duties of the supervisor's
neighbors
@ Makes a group decision

on the health of the supervisor

Participate in a new
supervisor election

Figure 7. The SNS scheme (adapted from [Kim97c])

X

Worker

The worker nodes are mainly responsible for judging their
own health status, the health status of their neighbor
nodes, and the health status of the links attached to
themselves. The supervisor node performs all the duties



that a worker normally does. In addition, it is responsible
for collecting fault suspicion reports from worker nodes,
using the collected information to judge which areais the
fault source, and then sending the fault occurrence notice
to al the healthy worker nodes in the system. In case the
current supervisor is judged to be faulty by the heathy
neighbors, they participate in a new supervisor election
and the newly elected supervisor informs all the healthy
worker nodes about the fault in the old supervisor as well
as the assumption of its new

supervisor role.

2.4. TheFT schemes supported
by ROAFTS

Also, the supervisor station under the DRB schemeis
basically responsible for three functions with the support
of a network surveillance scheme: (1) detection of

various node failures and message communication
failures in the system, (2) detection of misudgments by
the nodes in DRB stations about the status of their partner
nodes, and (3) network reconfiguration including task
redistribution. Under the ADRB scheme the supervisor
station has three additional functions performed as

While &bout al the FT
computing station structuring
techniques reviewed in Sections 2.1
and 22 can be supported by
ROAFTS, the following have been
incorporated into the prototype
implementations of ROAFTS.
(1) Sdf-checking node (Type-1
station) / Seguentia recovery block
(RB) scheme (Type-3 station)

(2) PSP (par of self-checking
processing nodes) (Type-4b station) / RB

DRB EH e — —

DRB (distributed RB) scheme RB: Sequential
T 5 o at' backward recovery
( ype- IOﬂ) LC: Log cache
The reason why these

techniques were incorporated into

prototype implementions of ROAFTS first was because
we judged that these had wider application ranges than
other techniques. As for NSR schemes, the following
were incorporated into the prototype implementations of
ROAFTS.

(1) SNS (supervisor based network surveillance) scheme
(2) PRHB (periodic reception history broadcast) scheme

The schemes mentioned above were then integrated
along with an adaptation manager into the adaptable PSP
/ DRB (ADRB) scheme [Kim97c] in ROAFTS. The
ADRB scheme exploits several of the fundamental trade-
offs that are found in computing systems in the
dimensions of time, equipment, and service.

Under the ADRB scheme, a critical RT task can be
executed not only (1) in the parallel redundant mode,
which is the standard mode used in the basic DRB station
(Type-5 station), but also (2) in the sequential backward
recovery mode, which is the execution mode adopted in
the original recovery block scheme (Type-3 station), and
(3) in the sequential forward recovery mode, which has
been considered in many previous research projects in the
field of exception handling. Therefore, an ADRB station
dynamically switches its operating mode in response to
significant changes in the resource and application modes.
Figure 8 depicts possible changes in the operating mode.

DRB: Forward recovery
via parallel redundant
execution

EH: Sequential
forward recovery

Figure 8. ADRB scheme

guantum changes in the resource availability and
application modes occur: (4) changing the set of rea-
time tasks to be executed, (5) deciding on the execution
modes of real-time tasks, and (6) changing the parameters
of the network surveillance scheme.

The ADRB scheme operates as follows. Firgt, the
given task set is mapped to the node set by the supervisor
station. Each task may be assigned to one or more nodes
to form an ADRB station. The execution mode of each
ADRSB station is chosen by the supervisor on the basis of
the equipment availability and the criticality and recovery
time requirement of the task assigned to the ADRB
station. As the system resource condition changes and the
application proceeds through different phases, the
supervisor may order each ADRB station to change its
execution mode. In addition, the supervisor may also
decide to make changes to various parameters of the
network surveillance scheme.

In addition, recently developed schemes for active
replication of RT objects are also supported by ROAFTS.
They were incorporated into prototype implementations
of ROAFTS but they are not discussed in this paper due
to space limit.



3. Overall Architecture of ROAFTS

Figure 9 depicts the protype implementation of
ROAFTS on the DREAM kernel. The DREAM kernel
itself can be viewed as an idealistic model of a RT OS
kernel. Therefore, Figure 9 can be viewed as an abstract
representation of the ROAFTS architecture and as we
have experienced, this representation can be easily
adapted to a representation of a reasonable prototype
implementation on any COTS platform.

3.1. Basic kernel-threads

The basic active kernel components which ROAFTS
depends on are two kinds besides the process/thread
scheduler: (1) predictable communication support and (2)
watchdog timer support. The communiciation support is
provided by two kernel-threads, the Incoming
Communication Thread (ICT) and the Outgoing
Communication Thread (OCT), and the watchdog timer
service is effected by the Watchdog Timer Thread (WTT).
Therefore, these three kernel-threads or their equivalents
which are required to support any serious distributed RT
applications are also heeded by ROAFTS.

Preferably all three Kkernel-threads should be
structured as periodically executing time-triggered (TT-)
threads. Their execution is driven by the real-time clock.
This structuring eases the determination of the worst-case
service times of these threads and hence eases the analysis

PSP/DRB e
Station i

of the performance of the ROAFTS with respect to the
recovery time bound, the time bound for application task
execution mode changes, etc.

The ICT is responsible for receiving messages from
the network and distributing it to appropriate application
processes or kernel-threads. The OCT is responsible for
sending messages out to the network. The WTT functions
as a watchdog timer which detects deadline violations of
application processes and takes appropriate actions and
also sends timer signals to application processes, if
requested.

3.2. Componentsdirectly related to AFT

3.2.1 Network surveillance thread

SNS scheme was adopted as the basic NSR scheme.
This TT-thread is responsible for almost everything in the
SNS scheme described in Section 2.3.1 except the
generation of the heartbeat signals. For example, some or
al of the functions such as periodic analysis of the
received heartbeat signals, reporting fault suspicions,
election of a supervisor, and supervisory function, are
handled by this kernel-thread, depending on the role of
the host node (a worker node, supervisor node or a
neighbor of the supervisor node). This thread also
notifies the application task process (chosen by GFTST-
core to be discussed below) of any detected faults in the
host node. In addition, this thread honors any requests

E =D
P iy |
™O : ™o/ | . ee
T™MO 1 | TMO e !
V= Primary-
eee oo / shadow
replicas

GFTST-core

GFIST I <D

ROAFTS/DK

OCT

AP: Application process
TMOST: TMO support thread

GFTST: Generic fault tolerance server thread
: middleware components dedicated to

adaptive fault tolerance support

DREAM Kernel

TMO: Time-triggered Message-triggered Object

AFTM: Adaptive fault tolerance manager
MT: Main thread (AP scheduler)

ICT: Incoming communication thread
OCT: Outgoing communication thread
WDT: Watchdog timer thread

Figure 9. ROAFTS/DK



from the partner or supervisor. For instance, the partner
may request for the most recent state information of the
application task process saved in the log cache of the
primary node or a particular missing input data item. The
supervisor may also order the node to change its
execution mode from the DRB mode to the RB mode. In
another case the supervisor may order the heartbeat signal
generation frequency to be changed.

3.2.2 Genericfault tolerance support thread -
core (GFTST-core) and associated library

This thread is another TT-thread. It facilitates
application-transparent fault tolerance and relieves the
application software designer largely from the details of
fault management. It handles most of the details of al the
FT schemes supported. The supported FT operations
include rgjoin of a new shadow partner into a DRB
station. The associated library includes application-
independent  fault ~management modules which
application-specific modules can use.

3.2.3 Adaptive fault tolerance manager (AFTM
- core)

AFTM-core which is a request-driven system process
adjusts the system operating strategy, including the FT
execution modes of computing stations, according to the
state of fault tolerance requirement and resource
availability. It may decide to reach a compromise among
consistency, timeliness, functionality. It acts directly
toward the goal of meeting the dynamically and widely
changing fault tolerance requirement by efficiently and
adaptively using a limited and dynamically changing
available redundant processing resources.

3.3. Componentsdirectly related to AFT in
object-structured applicatons

The components discussed in the preceding section
(3.2) support adaptive FT execution of process-structured
distributed application software. ROAFTS contains
similar components designed to support adaptive FT
execution of RT object-structured distributed application
software. The RT object structuring scheme supported is
called the time-triggered message-triggered object (TMO)
scheme [Kim97a]. The TMO scheme and the ROAFTS
components responsible for supporting FT execution of
TMO's are not discussed in this paper due to space limit.

4. Experiencesand futuredirections

Two prototype implementations of ROAFTS have
been completed and two more are under way. As
mentioned earlier, the first implementation runs on the
DREAM kernel. Using this facility, we have constructed
two major application prototypes and evaluated the AFT
capabilities. One is a militasy command-control
application prototype, and the other is a factory control
application prototype. Various adaptation decisions were
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taken by AFTM-core in response to changes in the
environment (such as those caused by the injection of
faults) and it was observed that the worker application
tasks could make the transitions among different
execution modes within reasonably short delays. Rejoin
of repaired nodes as shadow partners of active application
processes was observed. The overhead bounds and
recovery time bounds were also analyzed. Some of those
analysis results have been reported and more reports will
be made in the near future.

The second prototype implementation realized by
collaborators in SoHaR, Inc., runs on Sun Solaris
platforms. This implementation is a CORBA-compliant
[OMG95] middleware. Both the military command-
control application prototype and the factory control
application prototype were again built using these
facilities. The basic time grain supported by this
middleware is larger than that supported by the DREAM
kernel based ROAFTS. This is due to the overhead
introduced by the interfact to the COTS OS, i.e., Solaris,
and also the overhead introduced by the CORBA aobject
request broker.

The third prototype implementation is under
development and it will run on Microsoft NT platforms.
CORBA facilities were not incorporated into this version
in order to see how much performance could be obtained
with middleware running on a COTS OS. The fourth
prototype implementation is a joint work between the
author'slab and SoHaR, Inc., and it isin an early phase.

During these experiences, the potential power of
ROAFTS was amply demonstrated. Since quantitatively
guaranteed RT FT was one of the achieved goals of
ROAFTS, our confidence in the maximal survivability of
the application prototypes developed to run on ROAFTS
was high. The most important contributing factors are the
effective use of periodic TT-threads and the employment
of the FT schemes for which recovery time bounds were
formally established.

One remaining technical challenge is to develop an
efficient  non-disruptive  rgjoin  technique  which
accomplishes the job of copying the application state of
an active RT process into a newly joining shadow partner
process in multiple rounds. We have encountered
situations where single-step copying introduced excessive
disturbances into the active RT process which then ran
into deadline violations.
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