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ABSTRACT: This paper is a brief survey of tech-
niques for design of real-time computer systems
interacting with external devices ia asynchronous
manners under strict response-time limits. The so-
called hard-real-time applications where devices
cannot tolerate even a single failure of the com-
puter system to provide the requested service in
time, are considered., The computer systems needed
in such applications must be rigorously verified,
not just tested with a limited number of test-
cases, for their capabilities to provide the
services requested by devices within the specified
deadlines. - Techniques for design of uniprocessor
multiprogramming systems, multiprocessor systems,
distributed computer systems, and other types of
systems, are discussed. The remaining research
problems are also mentioned in each section dealing
with a different type of real-time computer

systems.

Index words: real-time computer, asynchronous pro-
cessing, safe design, deadline, task overrun,
scheduling, uniprocessor, multiprocessor, dis=-
tributed computer, graceful degradation.

1. Introduction

As the economy and reliability of computers
continue to improve, they are increasingly used in
eritical real-time applicaticns such as space
navigation, airetraffic control, plant control, and
hospital automation [B1,D1,F1,K1,K5,L5,P1,V1,W1,
W2]. Typically the computers used in such applica-
tions interact with the controlled devices or the
external environment in "asynchronous®™ manners

+ The preparation of this paper was supported in
part by the National Science Foundation under Grant
No. MCS-8012906.
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under strict response~time requirements. An impor-
tant problem in designing such a real-time computer
system (hardware-software complex) is to ensure
that the system being designed can always provide
the control services within the deadline dictated
by the devices. A computer with the capacity is
said to be free of task overruns (i.e., free of

failures to execute tasks within deadlines) or

simply overrun=free.

In general, a device can tolerate a limited
number of consecutive task overruns. Here we con-
sider only those applications, often called hard-
real-time applications, where devices cannot tole-
rate even a single task overrun. By gsafe design,
we refer to designing real-time computer systems in
such a way that they are guaranteed to be overrun-
free.

Verification of the overrun-freeness of real-
time computer systems is believed to be a problem
of increasing importance, especially in view of the
sharply increasing trend of applying small scale
computers in critical real-time applications. It
has also been common experience of many designers
of real-time systems that timing errors are among
the most troublesome design problems to deal with
[K1]. Conventional testing is often insufficient
to guarantee the absence of task overrun possi-
bility.
eritical part of real-time system design.

Performance verification is thus a

This paper is a brief survey of some of the
techniques developed in recent years for safe
design and verification of overrun-free real-time
computer systems, Sectién 2 presents a model of
computer systems used in hard-real-time asynchron-
ous processing applications., Techniques developed

for design and verification of real-time computer
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systems are reviewed in the next three sections.
Uniprocessor systems are discussed in Section 3 and
multiprocessor systems are discussed in Section 4.
Then Section 5 deals with more complex system types
such as distributed computér systems [P1,V2,W2],
reconfigurable computer systems, etc. The final

section is a summary.

2. System model and safe design

The computers used in hardereal-time asynchro-
nous processing applications, excluding distributed
computer systems, have the common abstract struc-
ture depicted in Figure 1. A model of distributed
computer systems, which is an extension of the
model in Figure 1, is discussed in Scetion 5.1
(Figure 4). The hardware processors in Figure 1
are dynamically assigned to run multiple software
processes. Each process is designed to control an
important external device and thus executes a task
in response to a service request that comes from
the corresponding device. Each service request is

associated with a deadline.

The processes and the devices are charac-
terized by the following parameters:
(1) Maximum execytion tige (MET): Once a hardware
processor is chosen and every software process is
designed, the MET for each service task can be
obtained.
(2) Minigum reguest interval (MRI): An MRI of a
device is the minimum amount of time that the
device spends between two successive requests.
This does not mean that once a device makes a
request, we can determine the eéxact arrival time of
the next request from the device,
that the next request from the device will not be

We know only

generated before the amount of time equal to one
MRI of the device passes by. This is the nature of
"asynchronous real-time processing” [KS]. The
inverse of an MRI can be viewed as the maximum
request rate (MRR) of the device.

(3) Deadline parameter: A deadline parameter of a
device is the amount of time that the device allows
the computer for meeting its service request.

For example, a computer equipped with a single
processor may run the following three processes,
each controlling a device,
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Process MET MRI Deadline
parameter
S1 10 10
52 y 15 15
S3 20 20

If all three devices start making service requests
at time 0 and continue making requests at their
maximum rates, subsequent requests will be
generated at time 10 (by device 1), 15 (by device

2), 20 (by both device 1 and device 3), etc.

On the basis of this model, safe design of
real-time computer systems can be accomplished as
follows, First, the initial computer system design
is analyzed to detect task overrun possibility in
the system. If possibility is detected, then a
change in the design is made to remove the possibi-~
lity. For example,
in the initial design may be replaced with a faster

processor, the number of devices controlled by the

the hardware processor chosen

processor may be reQuced, or additional processors
may be mobilized. the effectiveness of
this design approach is dependent upor the avail-
ability of efficient techniques for detection of

task overrun possibility in a given computer system

Therefore,

design.

The three parameters, MET, MRI and deadline
parameter, affect the possibility of a task overrun
in a computer system, For example, let r ,r2, -—
r denote the MRIs of all the devices served by a
ugiprocessor system and e1,e2, —-— en denote the
METs of all (n) the servigce tasks. Also let the
load factor (LF) of a device be defined as MET/MRI
of the device, and let the maximum load (ML) of a
computer system be defined as the sum of the load
factors of all the devices served by the computer
It can be easily seen that if the ML of
then

system.
the uniprocessor system is greater than 1,
there is possibility of a task overrun,

In many cases a device makes a service request
with a‘constraint that the requested service task
be completed by the time the device generates the
next service request [F1,L4,51]. A deadline for
completion of a task can thus be as early as one
MRI after the generation of the service reguest.
By definition,
device is equal to its MRI.

the deadline parameter of such a
Such a device is said
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In other cases a device can impose a deadline
earlier than the STC deadline. Such deadlines are
simply called ghort deadlines. A short deadline
can be used to guarantee some time gap between come
pletion of a requested service task by a processor
and generation of the next service request by the
same device., During the time gap the device may
receive the final result of the completed service
task through an output channel and then submit the
or
the device may simply need the service by a pro-
cessor much before it can generate the next
The STC deadline can be viewed as a

next service request through an input channel.

request.
special case of a short deadline.

Besides the aforementioned three parameters,
the number of hardware processors in a computer
system and the gcheduling strategy, i.e., the
strategy of assigning hardware processors to soft-
ware processes, also affect the possibility of a
task overrun. A computer system may employ a pre=
emptive scheduling strategy,
processor which has been executing a task can be

which means that a

assigned to execute another task without completing
the former task [C2,G1]. 1In quite a few applica-
tions, non-preemptive scheduling is more practiecal
because of its simplicity. However, it may lead to
lower processor utilization than preemptive
scheduling.

Scheduling strategies can also be classified
on the basis of the time at which priorities are
assigned to software processes for running on a
Two types of scheduling strategies are
identified under the classification scheme: the
strategies based on static (fixed) assignment of
priorities to software procesges and the strategies
based on dypamig (variable) assignment of
priorities to software processes. In the case of

static priority assignment, devices are assigned
distinet permanently fixed priorities, and each
control task carries the priority of the requesting
device. On the other hand, dynamic priority
assignment does not involve fixed ordering of

processor,

devices but rather allows the priorities of tasks
to depend upon run-time situations.
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Figure 2 depicts the scheme for classification
of computers used in hard-real-time asynchronous
processing applications on the basis of the systen
parameters discussed so far in this section. The
most thoroughly studied system type for safe design
is the uniprocessor systems running under preemp-
tive scheduling. Some of the major results known
for safe design of uniprocessor systems are

reviewed in the next section.

3. Safe design of uniprocessor
multiprogramoing svstems

In this section we start from the relatively
simple case of uniprocessor systems running under
STC deadlines and preemptive scheduling, and then
continue through the cases of using short deadlines
and non-preemptive scheduling.

3.1 Uniprocessor systems running upder STC
deadlines and preemptive scheduling

The main system parameter that affects task
overrun possibility in this case is the time at
In
general, dynamic priority assignment is more effec-

which priorities are assigned to processes.

tive in preventing task overruns than static
priority assignment. - In other words, if a computer
system is overrun-free under a scheduling strategy
based on static priority Essignment, then there is
a scheduling strategy based on dynamic priority
under which the computer system is
overrun-free, This is due to the more flexible
nature of dynamic priority assignment. In fact,
this raises a question as to which scheduling
strategies are goptimal for this basic system type.
Here an optimal scheduling strategy S for a system
type is one having the property that every system

assignment

of the type which is overrun-free under certain
scheduling strategies is also overrun-free under S.

An optimal scheduling strategy for this basic
system type was developed in [F1,L4,S1]1. Under
this dynamic priority scheduling strategy called
relative urgenev preemptive (RUP) strategy, tasks
are assigned priorities on the basis of their dead-
lines; the task associated with the earliest dead-
line among the tasks ready for execution is first
agsigned a processor, It was shown in [L4] that a
task overrun cannot occur in a uniprocessor system
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running under STC deadlines and the RUP strategy if
and only if the ML of the computer system is not
greater than 1., This implies the optimality of
RUP, and also a simple procedure for detection of
task overrun possibility in the systems using RUP.

Mok and Dertouzos drveloped another optimal
scheduling strategy, called least laxity preemptive
(LLP) strategy [(M1]. The laxity of a task at time
t is defined as the time remaining to the deadline
minus the remaining execution time of the task.
Under LLP, the task which has the smallest laxity
is always executed. LLP requires a more complex
implementation than RUP,

On the other hand, if the choice of a schedul-
ing strategy is restricted to be amoug those based
on static priority assignment, the question on an
optimal scheduling stratégy arises again, An
optimal static scheduling assignment strategy was
developed in [F1,L4]. Under this strategy called
rate-monotonic preemptive (RMP) strategy, devices
are assigned priorities on the basis of their MRIs;
a device with a shorter MRI 1is assigned a higher
priority than a device with a larger MRI. The
service Lasks requested by the devices carry the
priorities of their requesting devices. The RMP
strategy. 1s not as effective in preventing task
overruns as the RUP strategy. For example, the ML
of the computer system shown in Figure 3a is less
than 1 and thus the computer system is overrun-free
under RUP. However, as shown in Figure 3b, a task
overrun occurs at time 5 when the computer system
uses RMP and all three devices make requests at
their maximum rates, starting at time 0.

Detection of task overrun possibility becomes
more complicated in the case of computer systems
using RMP than in computer systems using RUP.
Ideally, a detection procedure which has time com=-
plexity bounded by the product of a polynomial of
the number of devices and the logarithm of the
largest MRI, is desired,
efficient. The detection procedure for a computer
syatem using RUP is to calculate the ML of the com-
puter system and compare it against 1. Therefore,
its complexity is independent of the largest MRL
and it {3 clearly an efficient procedure. On the
other hand, a detection procedure which has time
coaplexity bounded by the product of a polynomial

Such a procedure is truly
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of the number of devices and a linear function of
the largest MRI, was called a semi-efficlent pro=-
cedure in [K2,K3). Such a semi-efficient detection
procedure was hinted in [L4] for ccmputer systems
using RMP and further developed in [K3]. Basical-
ly, the orocedure is to check by enumeration if the
computer system can run without any task overrun
for one period of the largest MRI, when all the
devices make requests at their maximum rates; the
computer system is overrun~free if and only if it
survives for the period. It was shonw in [L4,S1]
that if ML is not greater than n'(21/n-1), where n
then the uni-
processor system running under STC deadlines and

denotes the number of devices,

RMP is overrun-free.

Therefore, the optimality and other properties
of the RUP, LLP, and RMP scheduling strategies as
well as the associated detection procedures can be
exploited in safe design of uniprocessor systems
running under STC deadlines.

3.2 Uniprocessor svstems running under STC
deadlines and non-preemptive scheduling

When non-preemptive scheduling is used, the
deadline parameter of a device must be larger than
the MET of the device plus the largest of the METs
of other devices., Otherwise, if the former device
makes a service request immediately after a task
requested by the latter is initiated, the former
device will not get the service within the
deadline, It is reasonable to expect that maximum
processor utilization achievable under non-preemp-
tive scheduling is less than that under preemptive

scheduling,

The non-preemptive version of the RUP
strategy, called the relative uprgency non-preemp=
tive (RUNP) strategy, was shown to be an optimal
non-preemptive strategy [K2]. When the processor
running under the RUNP strategy becomes ready to
pick a new task for execution, it selects the task
associated with the earliest deadline among the

tasks ready for execution.

A semi-efficient procedure was also developed
in [(K2] for detection of task overrun possibility
The
procedure is to analyze if a task overrun can occur

in uniprocessor systems running under RUNP.
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during the following n test-runs, where n denotes
the number of devices. In every test-run, all the
devices make their requests at their maximum rates,
In the i=th tesg-run device U, starts with a
request at time 0 and other devfbes start their
requests immediately after time 0. The duration of
the i-th test-run is ri, the MRI of device Ui' Ir
no task overrun can occur during these n test-runs,
then the system is guaranteed to be overrun-free,
The time complexity of this detection procedure is
of order O(n )}*0(r /r_ ) where Pn and r_ represent
the largest MRI and the smallest MRI, respectively.
The procedure is thus semi-efficient as defined in

Section 3.1,

Although a general detection procedure which
is efficient as defined in Section 3.1 is not
known, a uniprocessor system serving two devices
under RUNP yields an efficient detection procedure;
a task overrun cannot occur if and only if the sum
of two METs is not greater than the smaller MRI
between the two. There probably exist many other
special cases which yield effiecient detection pro-

cedures.

Much less study has Been conducted for the
case of non-preemptive static priority scheduling,
A sub-optimal (heuristic) static scheduling
strategy was presented in [T1] together with an
efficient procedure for detection of task overrun
possibility in uniprocessor systems running under
the scheduling strategy. This strategy is applic-
able to the uniprocessor systems running under
short deadlines, and this will be mentioned again

in Section 3.4.

3.3 Uniprocessor systems runnipg under short

d lines re ive )

It was shown in [D1,L1] that the RUP strategy
is an optimal scheduling strategy for this type of
systems. Unfortunately, no efficient detection
procedure is available for uniprocessor systems
In fact, it was shown in [L3] that

detection of task overrun possibility in uni-

using RUP.

processor systems running under short deadlines and
preemptive scheduling is NP-hard. It is thus high-
1y unlikely that a detection procedure which is
efficient as defined in Section 3.1, exists. Not

even a semi-efficient procedure is known yet.

Results are also available for the caze of
static priority scheduling. In [K3], the RMP
strategy was given a new interpretation and its
name was changed to deadline-parameter-ordered pre-
emptive (DPOP) scheduling, Under DPOP priorities
are assigned to devices at design time such that a
device with a shorter deadline parameter is
RMP then is a special
case of DPOP where the deadline parameter of each
device is equal to the MRI of the device, The DPOP
strategy was shown to be an optimal static priority

assigned a higher priority.

scheduling strategy. It turns out that the same
semi-efficient detection procedure mentioned in
Section 3.1 for uniprocessor systems running under
STC deadlines and the RMP strategy, is applicable
to uniprocessor systems running under short dead-

lines and the DPOP strategy.

3.4 Uniorocesgsor systems runnlng under short
deadlines and nop-preemptive scheduling

Very little study has been conducted on this
case., As mentioned earlier in Section 3.2, a sub-
optimal {heuristic) static scheduling strategy was
presented in [T1] which is applicable to this case
of using short deadlines.
questions on optimal scheduling, both dynamic and
static, and on efficient detection of task overrun

possibility, remain unanswered.

However, the general

4. Safe desien of myltiprocessor systems

Safe design of real-time multiprocessor
systems is much more difficult than design of uni-
processor systems. No significant results are
available for the case of using non-preemptive
scheduling. For the case of using short deadlines,
the only work known to this author 1s the work by
Mok and Dertouzos [M1]. However, they studied a
general scheduling problem, not exactly the probleam
of safe design. Thelir main interest was in a
scheduling stratgegy under which all multiprocessor
systems with short deadlines survive without a task
overrun at least as long as under any other
scheduling strategy, regardless of whether the
They proved that
such a scheduling strategy cannot exist. Note the
difference between the scheduling strategy they

sought for and optimal scheduling strategies for

systems are overrun=free or not,
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overrun-free systems considered in this paper
(defined in Section 3.1). The discussion in the
remainder of this section is thus restricted to the
case of multiprocessor systems running under STC
deadlines and preemptive scheduling.

The question on optimal scheduling strategies
for multiprocessor systems running under STC
deadlines and preemptive scheduling, has not been
completely resolved., The RUP strategy which is
optimal for the uniprocessor case 1s not optimal
for this multiprocessor case [D2].
congider a two-processor system serving three
devices with equal MRIS r _=r_=r:=1 and METs
e ze =0,02, and e_=0.99, Then ML is equal to ML
0.02/1 + 0.02/1 + 0.99/1 1.03. When devices U1
and U start at time 0, and device U_'starts
immediately after time O, task t3
immediately after time T=1.

For example,

will overrun

An optimal (dynamic priority) scheduling
atrategy for multiprocessors running under STC
deadlines was developed in [N1] but it does not
yield a practical implementation in many cases,
This strategy called pultiprocessor jnfinite time
alicing oreemptive (MITSP) strategy, works as

follows,

First, devices are partitioned into several
groups and each group is assigned a unique pro-
cessor, The ML of a processor serving a group,
which is the sum of the load factors of the devices
in the group, does not exceed 1, Second, for the
purpose of scheduling a processor assigned to serve
a group, the processor time is divided ianto small
intervals, each of length dt, where dt is a common
divisor of all the MRIs and METs, In each inter=-
val, a device is alloted LF#dt amount of processor
time, where LF denotes the load factor of the
device., Therefore, a device is given the amount of
processor time equal to its MET during any interval
of the length equal to its MRI. This means that an
overrun cannot occur under STC deadlines. '

Some more details on the MITSP strategy are
given below to clarify the optimal nature of the
atrategy., First, partioning is done in such a way
that every group except possibly the last one pre-
sents its processor am ML equal to 1, This is
accomplished as follows, Devices are incorporated

1234

into a group until the group cannot accommodate any
more device, 1i.e., until it reaches a point where
incorporation of another device results in an ML
If the ML that the current group
(which cannot accommodate any more device) presents
is less than 1, the next device U is partially
incorporated into the current group to make the ML
The load factor e1/r that
device U presents to the processor serving the

greater than 1,

exactly equal to i,

current group is a fraction of its full load factor
e/r, where r represents the MRI of the device and e
represents the MET of the device.
U is thus partially incorporated into a new group
and the load factor that it presents to the pro-~
In
other words, a task requested by device U should be

e + e Device

cessor reserved for the new group is e /r.
executed by one processor for e1 amount of time and
by another processor for e_ amount of time,
U is the first device incorporated into the new
group. More devices are incorperated into the nsw
group and the above procedure for forming a group
that presents the ML equal to 1 is repeated.

Device

A natural questién arising at this point is
how the executions by two processors of the same
task can always be separated in time from each
other, This is ensured by the following scheduling
discipline used within each interval of length dt.
Devices in a group are served for their shares
(LF%dt) of processor time in the order that they
were incorporated into the group at the partitione
ing time., Therefore, device U discussed in the
preceding paragraph will be the last to receive
processor time among the devices in the first group
and the first among the devices in the next group.
It is not difficult to prove that under this
scheduling, no devices can simultaneously be served
by two processors (as long as all the processors
begin their intervals of length dt in unison).

Therefore, under MITSP a minimum number of
processors are needed to serve a given set of
devices, and all the processors except possibly the
last one are fully utilized. Detection of task
overrun possibility is simple; possibility exists
if and only if the number of processors used is
less than the sum of load factors of all the
devices, However, feasibility of this optimal
strategy is dependent upon the existence of dt of a
sufficiently large magnitude. In the cases where
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the strategy does not yield a direct practical
implementation, it can be taken as a basis for
derivation of a suboptimal but practical strategy.
the METs and MRIs of the devices can
be adjusted to more conservative estimates so that

the resulting METs and MRIs may yield a common

For example,

divisor of a sufficiently large magnitude.

It was shown in [M1,N1] that the LLP strategy
can allow higher processor utilization in multi=
In fact,
LLP was shown to be optimal for the class of multi-

processor systems than the RUP strategy.

processor systems serving devices with equal MRIs
[N1]. Such class of multiprocessor systems are
overrun-free under LLP if and only if ML P, where
P denotes the number of processors. The following
is an example of a multiprocessor system that is
overrun~free under LLP but not under RUP. Consider
a system in which two processors are serving three
devices with equal MRIs r =1 and METs
e =e _=0.3 and e_=0.9, The maximum load of the
system is ML=1.5. This system runs without the
possibility of a task overrun under LLP, but not
overrun~free under RUP, When devices U1 and 02
start at time 0 and device U_ starts at time 0.1

under RUP, task c3 will overrun at time 1.1.

=r =r

The question on optimal static priority
scheduling remains unanswered. The RMP strategy,
though not optimal, was considered for the multi-
processor case in [K3]. It was shown that
essentially the same semi-efficient detection pro-
cedure discussed in Section 3.1 for uniprocessor
systems is effective for detection of task overrun
possibility in multiprocessor systems. Several
sub-optimal strategies were discussed in [D2]. A
special case where MRIs satisfy the relationship

. = 2#p , i=1,---,n-1, was considered in [G2],
aég4RMP was shown to be optimal for the case.

5. e design mple.

In this section we discuss the aspects
involved in designing the types of real-time com-
puter systems which are more complex than the
centralized uniprocessor or multiprocessor systems

executing mutually independent tasks.

5.1 Distributed real-time computer svstems
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Little study has been zonducted on tihis case.
In [K4] a simplistic moael which may forz a basis
for safe design of distributed real-time computer
systems was presented. This model depicted :in
Figure 4 is an extension of the model in Figurz 1,
The machines used at nodes may be uniproceussor
€.8.y in Figure 4, or tightly-

coupled multiprocessor systems, e.g., nodes N

systenms, node N
and
N2 in Figure 4. For each controlled device U,
there is a controlling software process S running
on one of the hardware processors P at a node.
(Ignore the dotted line connecting device Ui to a
process at node N_ in Figure 4 for the time being.)
These control processes and the devices are
characterized as before by the three parameters:
maximum execution time (MET), minimum request

interval (MRI), and deadline parameter,

In addition to the devige g¢ontrol procegses,
there are some compugicaton service processes CSs
(also called network support processes) designed to

handle inter-node communications. Communication
service processes support data communication
between device control processes running at
different nodes. They also facilitate communica-
tion related to network management. A simple
approach was adopted for modeling the communication
That is,
again characterized by the three parameters, MET,

In this case MRI means

service processes, the processes are
MRI and deadline parameter.
a minimum amount of time gap between two successive
assignments of communication tasks to the communi-
cation service process. Deadline parameter has to
be conservatively chosen such that timely data com-
munication can be ensured between device control

processes running at different nodes.

consider the communication
service process at node N and the comminication
service process at node N_ in Figure 4 that direct~
ly communicate with ead% other, and assume the
following. First, a communication service process
sends a message by depositing it in a buffer pro-
vided at the receiving node (possibly with the help
of a channel device at the receiving node) and the
receiving communication service process can pick it
up later at its convenience. The two communication
service processes take turns to send messages to
each other, In other words, once a process sends a
message to the other, a need does not arise for the

For example,
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prooess to send another message until it receives a
measage from the other, Second, a need arises for
a communication service process to send a message
to the other at least 15 time-units after the pro-
Third, the

time required for a communication service process

ceas receives a message from the other.

to either deposit a message into a buffer at the
receiving node or retrieve and process a message
Fourth,
once a need to send a message arises, the message

from a buffer is at most 3 time-units.

must reach the receiving process within 30 time-
units, In order to determine the parameters
characterizing the two communication service pro-
cesses the last requirement needs to be divided
into two parts, one applied to the sending process
and the other to the receiving process. For
example, it may be divided into the following two
requirements: (1) the sending process must deposit
the message into a buffer at the receiving node
within 15 time-units, (2) after a message is
deposited into a buffer, the message must be pro-
cessed by the receiving process within 15 time-
units. Under these assumptions the MET for both
communication service processes 1s 3 time-units,
the MRI 15 time-units, and the deadline parameter
15 time-units, The MRI is realized when a process
retrieves a (small) message from a buffer as soon
as the message arrives and then 15 time-units later

a need arises for the process to send a message.

This is considered a crude way of modeling because
the pattern of inter-node‘communication may be
quite different from that of interaction between
device control processes and controlled devices.
However, this allows uniform treatment of device
control processes and communication service pro-
cesses and more importantly, separation of a node
from other nodes for the purpose of verifying the
overrun-freeness of the node, A more powerful
system model which can represent variocus different
modes of communication needs to be developed
together with safe design techniques based -on the
model. .

5.2 Fault-tolerant real-time computer systems

Fault tolerance in hard-real-time eavironment
In [C1] Campbell et
al. discussed an approach to executing redundant

is a relatively young subject.

programs, which contain alternate procedures

designed for use in case normal (primary) pro-
cedures fail, under deadlines. It was assumed that
alternate procedures would often be simpler and
thus more reliable than primary procedures,
although the former may provide less desirable
services. A sub-optimal (heuristic) procedure was
developed in [C1] for ensuring that at least
alternate procedures are completed within the

specified deadlines in uniprocessor systems.

A simplistic approach to safe design of grace-~
ful degradation capabilities into distributed real-
time computers was discussed in [K4]. The approach
is based on the model depicted in Figure 4. The
solid line connecting device U to node N_ and the
dotted line connecting U, to node N_ in Figure 4§
indicate that a device co&irol process correspond-
ing to device Ui runs on a processor at node N1 and
another process of the same type runs on a pro-
cessor at node N_. The process running at N_ is
idling. An idling process is called a QggkduLJguL;
cess while its active counterpart is called a
peimary process.
time that a task overrun will not occur even if a

It has to be ensured at design

task is assigned to a backup process in the middle
of its execution,

Safe design of computer systems with graceful
degradation capabilities requires careful
determination of deadline parameters applied to
primary processes. The deadline parameter applied
to a primary process must be the original deadline
parameter imposed by the controlled device minus
the sum of the time needed for activating the
backup process and the time that the backup process
is allowed to spend for executing the interrupted
task. For example, assume that the deadline
parameter of device U, in Figure 4§ is 10 time-units
and the MET of the service task for U, is 2 time-
Assume also that it takes 1 time-unit for
node N_ to learn the death cf a process at node N1
and the time taken for activating its backup pro-
The deadline parameter

units.

cess is 1 time~unit.
applied to a primary process must then be less than
6 (= 10 = 2 = 1 - 1) time-units, If the deadline
parameter applied to a primary process is 5 time-
units, then the deadline parameter applied after
activation of the backup process should be 3 time-
units which is only one time-unit greater than the
MET. This means that once the backup process at
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