
Proc.  ISORC 2003 (IEEE CS 6th Int'l Symp. on Object-oriented Real-time 
distributed Computing), Hakodate, Japan,  May 2003, pp. 26-34.  

 
0-7695-1928-8/03  $17.00   2003 IEEE 

 
26 

 

 

 
Basic Program Structures for Avoiding Priority Inversions 

K. H. (Kane)  Kim  
University of California  

Irvine,  CA  
http://dream.eng.uci.edu 

 
 
Abstract:  Structuring real-time concurrent programs in 
the form of groups of fixed-priority processes is an old art 
which is appropriate for only a small fraction of modern 
real-time distributed computing application systems.  
However, it is still practiced on the basis of an 
insufficient technical foundation.  One of the basic issues 
in using the fixed-priority process structuring approach is 
to avoid the priority inversion phenomenon.  It is argued 
that priority inversions are essentially due to the 
inappropriate approach used for structuring programs 
including the specification of the policy for allocating 
resources.  Several basic program structuring techniques 
which are effective means of avoiding priority inversions 
are presented.   
 
Keywords:  real time, concurrent programming, process, 
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1.  Introduction 

Fixed-priority scheduling is an approach developed 
more than 35 years ago for use in real-time (RT) multi-
tasking systems of simple structure [Fin67, Liu73, Ser72].  
When researchers and system developers tried later to use 
it in systems involving cooperating processes, they 
observed the phenomenon named the priority inversion 
problem [Sha90, But97, Kop97].  This phenomenon 
occurs when a high-priority process is blocked for 
accessing a shared resource exclusively held by a low-
priority process and the latter low priority process is 
preempted later by a medium-priority process that 
becomes newly ready.  Therefore, the medium-priority 
process may cause an unbounded amount of delay in the 
progress of the high-priority process.  

Approaches for making the scheduler to adaptively 
interpret priorities of processes for the sake of avoiding 
priority inversions have been developed, e.g., the priority 
inheritance protocol [Sha90, But97, Kop97].  However, 
the basic thesis in this paper is that priority inversions are 
essentially due to the inappropriate approach used for 
indicating the policy for allocating resources.  The 
inappropriateness of the policy specifications is blurred 
by the weak program structure in which policy 
specifications are embedded.  Consequences of such 
inappropriate specifications cannot be washed away by 
simply incorporating protocols for adaptive interpretation 

of the specifications such as the priority inheritance 
protocol and can often lead to poorly performing 
unreliable systems.  

Therefore, structuring RT concurrent programs in 
the form of groups of fixed-priority processes is an old art 
which is appropriate for only a small fraction of modern 
RT distributed computing application systems.  However, 
it is still practiced on the basis of an insufficient technical 
foundation.  The needs for major improvements in "exe-
cution engines", including both hardware and operating 
systems (OSs), and programming models for RT concurr-
ent programming, are becoming increasingly acute.   

In the next section, the basic nature of the priority 
inversion phenomenon is reviewed from a new 
perspective.  Then in Section 3, basic program structures 
which do not leave any room for priority inversion 
possibilities to sit dormant, are discussed.  The paper 
concludes in Section 4.  

 
2.  Nature of the priority inversion 

phenomenon  
Figure 1 depicts a system in which three processes 

run under a fixed priority scheduling scheme  and share a 
monitor [Sil02], which encapsulates a certain shared 
resource.  PH, PM, and PL denote the high-priority process, 
the medium-priority process, and the low-priority 
process, respectively.  Figure 2 then illustrates the priority 
inversion.  

This kind of priority inversions can be avoided to 
some extent in the short term by making the scheduler 
follow the priority inheritance protocol.  Therefore, in 
Figure 2, the priority of PL inside the monitor jumps to 
that of PH when PH gets blocked at the entrance of the 
monitor.  However, a fundamental problem remains.  
First, in Figure 2, PM became ready only after PH had 
been blocked at the entrance to the monitor M.  If PM 
became ready after PL had acquired the exclusive 
ownership of M but before PH became ready, PM would 
have preempted PL in using CPU and other execution 
resources until PH became ready, even under the priority 
inheritance protocol.  We should complain about this 
delay caused by PM in execution of PL, which will in turn 
cause a delay in the progress of PH later, if we complained 
before about the priority inversion occurring in Figure 2 
under the basic priority interpretation protocol.  
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The fundamental 
problem here, which will 
be discussed later in this 
section, is that the program 
structure is of low quality.  
The urgent computation-
segments given 
inappropriately low 
priority specifications 
cannot avoid poor 
treatment by the scheduler 
in the OS in the long run.  
Many more severe 
examples showing poor 
consequences of 

inappropriate fixed-priority process structuring under 
both the basic priority interpretation protocol and an 
adaptive priority interpretation protocol, can be easily 
created.   

Secondly, the schedulability analysis, also called the 
execution safety analysis, which is to analyze the deadline 
violation possibility, cannot just involve a simple 
calculation of processor utilization bounds and a simple 
check of whether processor utilization bounds are below 
certain threshold numbers [Fin67, Liu73, Ser72]  because 
the threshold number may become an unacceptably low 
number in many practical situations [But97, Kop97].  
Then, a search for a complicated global analysis proce-
dure, not just simple calculation of processor utilization 
bounds, is dictated but finding such a procedure is not 
easy.  This problem was introduced largely when we 
made it possible for PH to be blocked at the entrance of 
the monitor and possibly inside the monitor.   

As implied in the above discussion, a close 
examination of Figures 1 and 2 reveals serious questions 
on the appropriateness of the program structure in Figure 
1.  First of all, why should PH wait inside the monitor for 
information to be supplied by PL ?  Shouldn’t a supplier 

of such information to PH also be a high-priority process ?  
In a sense, wrong priorities were specified for certain 
computation-segments.   

If PL does mostly non-urgent computations and 
occasionally supply information needed by PH, then it 
may be better to split PL into two processes, PLH and PLL.  
PH and PLH can share one monitor M1 and PLH and PLL 
can share another monitor, M2.  PLH now accesses two 
monitors.  Suppose PLH must interact with PH without 
excessive delay via M1 and it is dangerous to let PLH to 
lose a lot of time waiting at the entrance of M2 and inside 
M2.  Then, care must be taken for designing PLL to 
perform only short operations inside M2 so that PLH may 
never have to wait for a long time at the entrance of M2.  
It will be even better if PLH never needs to wait at the 
entrance of M2.  Such a program structure will be 
discussed in the next section.  Moreover, PLH can be 
designed to avoid any wait operation inside M2.  Instead 
of waiting inside M2 for insertion by PLL of new 
information into M2 and a "wakeup call" by PLL, PLH can 
do periodic or occasional polling of the information 
contents of M2.   

If concurrent programs are structured in the 
directions mentioned above, their response time bounds 
can be analyzed more easily.  Concrete schemes for such 
structuring are discussed next.  Nevertheless, a global 
analysis involving much more than just checking 
processor utilization bounds is needed whenever 
information flows among processes.   

In fact, modern RT distributed computing 
applications are much more complicated than what can be 
adequately represented by fixed-priority processes.  First 
of all, typical applications involve multi-step fusion of 
data from distributed sensors.  Fusion of new sensor data 
with the contents of a database, e.g., historical records on 
sensor data, is also of frequent necessity.  Secondly, more 
often than not, it is necessary to facilitate sharing of data 
between periodic, or more generally, time-triggered (TT) 

data acquisition operations and event-triggered 
reactive operations.  Thirdly, co-location of RT 
processes for handling of incoming fresh data and 
those processes for internal health check and adaptive 
reconfiguration within the system or even within the 
same node is a frequent practice.  

All the factors mentioned above make the 
structuring of RT concurrent programs in the form of 
a set of fixed priority processes an ineffective 
approach.  Further discussion on this issue is also 
included in the next section.  

 
3.  Basic program structures for avoiding 

priority inversions  
As mentioned earlier, priority inversions 

disappear largely when priority specifications or 
urgency specifications are associated with 
computation-segments in more appropriate forms Figure 2.  The priority inversion phenomenon 
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than what is possible under the fixed-priority process 
specification scheme.   

3.1.  Inter-process communication via non-
blocking access buffer (NBAB)   

It is always desirable to minimize the parts of 
concurrent programs which are subject to possible 
contentions.  In that light, the program structure in Figure 
3 is a small positive refinement of that in Figure 1.  It is 
also a generic structure which is applicable to almost all 
practical concurrent programming situations.  Prod-H, 
Prod-M, and Prod-L represent a high-priority producer 
process, a medium-priority producer process, and a low-
priority producer process, respectively, while Cons-H, 
Cons-M, and Cons-L represent a high-priority consumer 
process, a medium-priority consumer process, and a low-
priority consumer process, respectively.  The purpose of 
each monitor is to let the “owner” process, i.e., the 
associated producer process, to provide information to be 
picked up by associated consumer processes.  

It is also easy to avoid making the processes to wait 
inside monitors and instead make processes to poll 
contents of the monitors.  A consumer process will poll a 
monitor whether a new information item from the 
corresponding producer process is available or not 
whereas a producer process will poll which of the 
information items it put inside the monitor have been 
picked up by consumers.  A challenge is to either obviate 
or mechanically minimize the waiting of processes at the 
entrances of monitors.  An approach meeting this 
challenge can be obtained by use of the non-blocking 
access buffer (NBAB) scheme or the non-blocking access 
buffer duplex (NBABuD) scheme [Kim02], both of which 
are extensions of the non-blocking writer (NBW) scheme 
developed in [Kop93].      

The NBAB scheme is depicted in Figure 4 and it 
works essentially as follows.  The producer process (or 
thread), PROD, owns the circular buffer.  It can write into 
the buffer at any time without being blocked by anything 
and thus is an NBW of the buffer.  When the consumer 
process (or thread), CONS, reads the buffer, it follows the 
double-checking reader protocol developed in [Kop93].  
Basically, after reading a complex data in the buffer 
through multiple machine cycles and before completing 
the reading procedure, a double-checking reader checks if 
the owner which is the NBW of the buffer has come 
inside the buffer or not.  If so, the double-checking reader 
reads the data again and performs the check again and this 
may be repeated until the reader finds that its reading has 
been completed without any possible interference by the 
NBW.  

PROD is also an NBW for an update counter in 
addition to the circular buffer as shown in Figure 4.  
When PROD inserts a data item into the circular buffer, it 
first tags the data item with the current value of the 
update counter and then inserts the data item and 
increments the update counter.  The incrementing of the 

update counter 
must be an atomic 
operation.  PROD 
maintains the 
update counter 
such that the 
relationship 
between the value 
of the update 
counter and the 
corresponding slot 
in the buffer is 
unambiguous to 
CONS as well.  

When CONS 
accesses the 
circular buffer, 
CONS first reads the update counter.  Once CONS 
successfully reads the update counter, CONS compares 
the newly read value of the update counter against the 
value of the update counter attached to the data item that 
it picked (i.e., read) at the last time.  Through this 
comparison, CONS knows whether there is any new data 
item which it did not pick before.  If the update counter 
indicates that there are some new data items in the buffer, 
CONS reads those data items without any interference 
from PROD because of the following.  If PROD needs to 
access the buffer, it will be accessing the buffer slots 
different from those being accessed by CONS because of 
the following aspect of the NBAB scheme.  

In the NBAB scheme, an acknowledgment counter, 
in short, Ack-counter, is also used and CONS is an NBW 
for this.  The incrementing of this Ack-counter should 
also be an atomic operation.  After CONS successfully 
reads each item in the circular buffer, it updates the Ack-
counter with the value of the update counter attached to 
the data item that CONS read the last.  Note that this Ack-
counter value gives a clear hint on what recent data 
item(s) in the buffer was read by CONS.  

When 
PROD 
inserts new 
data items 
into the 
buffer, the 
steps 
involved 
are actually 
slightly 
more than 
those 
explained 
earlier.  
PROD first 
reads the 
Ack-
counter 

Figure 3.   A refinement of the  
   program structure in Figure 1 
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and learns from it which slots in the buffer were read by 
CONS the last time.  Those items read by CONS can then 
be erased off from the buffer.  After taking these steps, 
PROD takes the previously explained steps, i.e., tags the 
data item with the current value of its update counter and 
then inserts the data item and increments the update 
counter.  

Therefore, the buffer slot into which PROD is 
inserting a data item is always different from the buffer 
slot from which CONS is copying a data item at the same 
time.  If there are no buffer saturations, pick-up by CONS 
of the data items from the buffer will never be interfered 
by PROD for any significant amount of time.  Similarly, 
deposit by PROD of data items into the circular buffer 
will never be interfered for any significant amount of 
time.  If PROD finds out that the circular buffer is full 
and none of the buffer slots can be erased, then PROD 
will wait for some time and check the update counter and 
the Ack-counter again.  In RT systems, it is important to 
avoid or prevent these buffer saturations.   

Extension of the program structure in Figure 3 by 
incorporating the NBAB scheme results in the structure 
depicted in Figure 5.  As long as buffer saturations do not 
occur, there is no blocked waiting of processes with this 
program structure.  A high-priority or highly urgent 
consumer process receives data items from equally high-
priority or highly urgent producers only.  Therefore, there 
is no priority inversion.  It is desirable to have relatively 
short NBW operations in order to bound the execution 
time of the double-checking reader protocol tightly.   

In a sense, the program structure in Figure 5 is 
sufficiently general to cover all practical RT concurrent 
programming situations.  Here again, making an 
information supplier of a highly urgent consumer to be a 
low-priority producer process is an irresponsible 
engineering practice which cannot be covered up by 
protocols based on adaptive interpretation of the priorities 
associated with the processes.  

Processes accessing NBABs can be associated with 
fixed priority specifications or more comprehensive 
timing requirement specifications.  Absence of blocked 
waiting means that whatever timing requirements are 
specified, these processes are easier to analyze with 
respect to their execution safety, i.e., absence of deadline 
violation possibility, than the processes in Figure 1 or 
Figure 3 are.   

Even so, a situation where a consumer process needs 
to repeatedly check an NBAB for availability of a new 
information item from the producer, is unavoidable.  The 
timing aspects of this information flow must be 
understood through a global information flow analysis.  

3.2.  Inter-process communication via non-
blocking access buffer duplex (NBABuD)  

In the NBAB scheme, the acknowledgment action 
by the consumer process is merely a counter-

incrementing 
operation.  This 
acknowledgment 
basically carries 
simple 
information on 
which of the 
items produced 
by the producer 
process have been 
picked up by the 
consumer.  There 
may be cases 
where the 
consumer needs 
to include more 
information in 
each 
acknowledgment, e.g., the calendar time at which the data 
item being acknowledged was picked up.  Embedding 
such information into a simple counter is impractical.  

On the other hand, one can think of creating an 
auxiliary NBAB which is owned by the consumer process 
and read by the producer process and functions as a 
supporting companion to the main NBAB (facilitating the 
flow of data items from the producer to the consumer).  
The auxiliary NBAB is then used by the consumer to 
send sophisticated acknowledgment messages, in short, 
Ack-messages, to the producer as the consumer picks the 
data items deposited into the main NBAB by the 
producer.  Here, each NBAB has a combination of an 
update counter and an Ack-counter.  Therefore, keeping 
the main NBAB and the auxiliary NBAB as two separate 
NBABs appears to be an approach incurring 
unnecessarily heavy overhead if the flow of application 
data items is strictly one-way from the producer to the 
consumer.  This arrangement is awkward, considering the 
roles played by the auxiliary NBAB.  

A 
refined 
approach is 
the non-
blocking 
access buffer 
duplex 
(NBABuD) 
scheme 
depicted in 
Figure 6.  
The auxiliary 
buffer carries 
Ack-
messages 
while the 
main buffer 
carries 
application 
data items.  

Figure 5.  Fixed-priority processes
connected via NBABs 
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In the NBAB scheme, the consumer CONS had an Ack-
counter but in the NBABuD scheme, the Ack-counter is 
not used and instead, CONS deposits an Ack-message 
into the auxiliary buffer.  CONS also owns an update 
counter, UA, associated with the auxiliary buffer.  
Therefore, when CONS deposits an Ack-message in the 
auxiliary buffer, it first attaches the current UA value to 
the Ack-message.  When PROD has seen an Ack-
message, it needs to deposit into the main buffer the UA 
value tagged to the Ack-messages that it has read, in 
order to enable CONS to erase some messages off the 
auxiliary buffer.   

3.3.  Fundamental limitations of fixed-priority 
processes  

More often than not, a process acts as both a 
producer and a consumer and breaking such a process 
into an interconnected group of smaller and pure producer 
processes and consumer processes results in a highly 
overhead-laden poor-performance system.  Therefore, one 
may attempt to use the NBAB scheme in a system of 
more general fixed-priority processes such as that 
depicted in Figure 7.   

Yet, the structure in Figure 7 reveals some 
fundamental limitations of fixed-priority process 
structuring as explained below.  In general, the nature of 
the application dictates time-windows, including 
deadlines, for certain system output actions [Kim02b].  
These top-level output deadlines in turn drive the 
selection of deadlines for various computational 
milestones such as completion of a certain function or 
object method, a message generation by a process, a 
message pickup by a process, etc.   

In order to accomplish RT applications properly, it 
is prudent and safe to use execution resources in the 
direction toward minimizing the probability of missing 
any of these intermediate deadlines and of course, top-
level output deadlines.  Given this accepted as the main 
goal, fixed-priority process structuring is a highly indirect 
and ineffective way for approaching the goal.  When we 
divide various computational responsibility for 
accomplishing the RT application into a group of 
processes, each process will generally be subject to 
multiple deadlines, each imposed on a different milestone 
within the process.  Translating such multiple deadlines 
into an effective single fixed-priority number attached to 
the entire process is impractical in most cases.  

Suppose a process currently in execution is subject 
to a deadline associated with a milestone ahead.  The 
laxity of the process is then the remainder after 
subtracting from the deadline both the current time and 
the expected maximum execution time for the 
computation up to the milestone associated with the 
deadline.  Under the fixed-priority process structuring 
scheme, a process given a high priority number will be 
executed before a process given a low priority even if the 
former has the laxity of 100 milliseconds and the latter 

has the laxity of zero or one millisecond.  Therefore, 
except in very simple cases, fixed-priority process 
structuring is a fundamentally a low-quality design 
approach.   

A more natural alternative is to let each process 
retain reasonably accurate descriptions of the nature of 
the deadlines imposed on itself and let the execution 
engine do its best to meet those deadlines.  At least, 
program structuring and execution scheduling approaches 
such as laxity-driven scheduling of processes carrying 
deadline specifications and maximum execution time 
estimates for program-segments delimited by milestones 
with which the deadline specifications are associated, are 
much more effective approaches than the approach of 
priority-driven scheduling of fixed-priority processes.  

3.4.  RT distributed computing systems and 
guaranteed service time (GST)  

Let us now consider distributed computing situa-
tions and see if the notion of priority inversion is relevant.  
In distributed computing systems, resources located in a 
computing node are often accessed by processes running 
in other computing nodes.  The program unit that 
encapsulates such remotely accessible resources may be a 
server process honoring service request messages from 
remote client processes or a distributed computing object 
allowing remote method calls.  

Let us assume that server processes are used.  
Priority inversions in these distributed computing 
situations may arise in the following manner if fixed-
priority process structuring is used.  A low-priority 
process, PAL, in node A requests for a service from a 
server process, PB1, in node B.  Before this service is 
completed, a high-priority process, PAH, in node A 
requests for a service from the same PB1 in node B and 
thus is blocked.  Meanwhile, if a medium-priority 
process, PAM, in node B becomes a "ready" process and 
there are no other processes with the equal or higher 
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priority, then PAM will be executed.  PAH and PAL are 
waiting for results of the service requests sent to PB1.    

Suppose now that there is another server process, 
PB2, besides PB1 in node B.  PAM now calls for a service of 
PB2.  Should node B continue to execute PB1which is in 
the middle of providing a service requested by PAL ?  Or 
should it switch to the execution of PB2 to meet the 
request of PAM ?  The answer depends of course on the 
fixed priorities chosen for these processes.  If PB1 is a 
medium-priority process and PB2 is a low-priority process, 
then node B will continue execution of PB1.  If priorities 
were assigned in the opposite way, node B will switch 
over to PB2 which will start providing a service requested 
by PAM.  The latter situation is an interesting one.  With 
respect to the priorities assigned to the three processes in 
node A, i.e., PAH, PAM, and PAL, this way of executing in 
node B the service requests from those three processes in 
node A clearly has the flavor of priority inversions.  
Nevertheless, PB1 and PB2 are also fixed-priority 
processes.  

This indicates the need for coordinated assignment 
of fixed priorities to all processes in all the nodes together 
at the design time.  As indicated in Section 3.3, even such 
globally coordinated fixed-priority assignment will be 
meaningful only in extremely simple situations, e.g., 
when each process is subject to only one deadline.   

Again, adopting fixed-priority specification means 
over-simplified and possibly severely distorted 
representation of timing requirements inherent in the RT 
applications.  For the designers who aspire to do high-
quality designs, exercising fixed-priority specification is a 
greatly painful effort.  The main reason why fixed-
priority specification was adopted 35 years ago was the 
simplicity of the run-time low-level scheduling work that 
the execution engine needed to do to honor the 
specifications.  In modern RT computing systems with 
the complexity which is at least three orders of 
magnitudes higher than that of a typical RT computing 
system of 35 years ago, the execution engine can afford to 
do somewhat more intelligent scheduling work.  A much 
more important thing to pursue is to convey desirable 
timing goals for various parts of the application functions 
as accurately and in practical forms as possible to the 
execution engine.  

Therefore, passing the information on deadlines 
imposed on various parts of the application functions, 
possibly along with other information such as worst-case 
execution time estimates of various program-segments, to 
the execution engine is a sensible thing to do.  Practical 
ways of facilitating such design and execution schemes 
has been amply demonstrated in recent years [Kim97, 
Kim00, Kim02b].   

When a process, PA1, in node A requests for a 
service from a server process, PB1, in node B, it may 
declare a deadline for result arrival (DRA), which is the 
deadline by which the service results must arrive at the 

requestor process.  This DRA information may be carried 
by the execution engine for PA1 over to the execution 
engine for PB1.  At any given time, multiple requests from 
multiple client processes for services of PB1 may be held 
in node B.  Node B may reflect the DRAs associated with 
such requests in scheduling the execution resources to 
support PB1 as well as other processes within the node.  

When the system design technique changes from 
that using fixed-priority specifications to that using a 
more natural specification scheme such as the scheme 
discussed above for using deadlines for reaching various 
milestones, DRAs, etc., the notion of priority inversion 
loses its relevancy.  There is no longer an intermediate 
step of so inappropriately representing the important 
timing requirements before the requirement information 
is passed onto the execution engine.    

Another important issue is to contain the complexity 
of global analysis of distributed computing programs for 
execution safety, i.e., validation of the feasibility of 
always executing all program parts to reach specified 
milestones within specified deadlines.  Such safety 
validation for distributed computing programs must be 
done in a systematic composable (i.e., divide-and-
conquer) fashion to be practical in handling large-scale 
complex applications.  For example, if one can determine 
reasonably tight bounds on the service times of all the 
program parts running on each node with minimal 
assumptions about the program parts running on other 
nodes, it goes a long way toward realizing a practical 
safety validation scheme.  

A fundamental step toward enabling systematic 
composable safety validation mentioned above is to 
impose a guaranteed service time (GST), or a tight bound 
on service time, on each service function of a process.  
Figure 8 illustrates a simple case.  The GST of PB1 is the 
sum of :  
(1)  the maximum time that node B will spend in keeping 
a service request before PB1 picks it up,  
(2)  the maximum time that PB1 will spend in executing 
the requested service function, and  
(3)  the maximum time that node B will spend in pushing 
the results of the service function in PB1 out of the node 
boundary with the client as the destination.  

Figure  8.  RT processes in distributed computing 
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When the designer of the client PA1 determines the 
DRA to be attached to a service request to be sent to PB1, 
he/she must be aware of the GST of PB1 and also the 
maximum expected delay through the communication 
infrastructure.  The GST must in general be an 
expression in which the length of the service request 
queue (SRQ) in the node hosting the server process is an 
input parameter.  The SRQ length is dependent upon the 
rates at which clients generate service requests.  
Therefore, maximum SRQ lengths can be determined 
only through a global analysis.  In a simpler approach, the 
system engineer determines the maximum service request 
rate for every potential client-server pair and both the 
SRQ length bound and the GST for each service function 
of a server process during the early stage of high-level 
design of a target RT distributed computing system.  
During subsequent stages, the engineer designs each 
process and its execution environment in such manners 
that the implemented system will meet all GSTs of 
processes in the system.   

A process subject to GSTs may often use services 
from other processes.  Figure 9 depicts such a situation.  
Service requests may be of the blocking request type, i.e., 
clients wait until service results are returned to them.  
They may also be of the non-blocking request type.  An 
analysis of the ability of a process to meet all the timing 
requirements imposed on it, including GSTs, must now 
include in general an analysis of the time spent in 
obtaining services from other server processes.  The 
availability of GSTs of server processes enables a 
relatively simple analysis of the ability of a process to 
meet all of its timing constraints.  

Therefore, fixed-priority process structuring has 
even a smaller room for its play in RT distributed 
computing systems.  It is much more systematic, scalable, 
and practical to use knowledge on GSTs of server 
processes in assuring the ability of a client process for 
meeting the timing goals of the latter.   

3.5.  RT objects with guaranteed completion 
times (GCTs)  

The approach of structuring RT processes with 
GSTs can be further extended into a high-level RT 
distributed computing object approach.  One of the most 
practical instances of such RT object approaches is the 
Time-triggered Message-triggered Object (TMO) scheme 
[Kim97, Kim00, Kim02a].      

TMOs are devised to contain only high-level 
intuitive and yet precise expressions of timing 
requirements.  No specification of timing requirements in 
(indirect) terms other than  start-windows and completion 
deadlines for program units (e.g., object methods) and 
time-windows for output actions is required.  Therefore, 
no priorities and no other indirect and inaccurate styles of 
expressing timing requirements are associated with 
TMOs and their methods.   

At the same time the TMO scheme is aimed for 
enabling a great reduction of the designer's efforts in 
guaranteeing timely service capabilities of distributed 
computing application systems.  It has been formulated 
from the beginning with the objective of enabling design-
time guaranteeing of timely actions.  The TMO 
incorporates several rules for execution of its components 
that make the derivation of tight bounds on the service 
times of TMOs to be systematic and relatively easy while 
not reducing the programming power in any way.  

TMO is a natural, syntactically minor, and 
semantically powerful extension of the conventional 
object(s).  The basic TMO structure consists of four parts:  
ODS-sec  =  object-data-store section:  list of object-data-

store segments (ODSS's);  Each ODSS is a group of 
data members and is a unit that can be locked for 
exclusive use by one method execution at a time as 
well as for shared use by multiple concurrent 
method executions which perform read-only 
operations on the data members contained;  Data 
members are thus grouped into harmoniously 
sharable data store units called object data store 
segments (ODSSs) in a TMO.   

EAC-sec  =  environment access-capability section:  list 
of gates to remote object methods, logical 
communication channels, and I/O device interfaces;  

SpM-sec  =  spontaneous-method section:  list of 
spontaneous methods;  

SvM-sec  =  service-method section:  list of service 
methods that can be called from other TMOs. 

The TMO is a distributed computing component and thus 
TMOs distributed over multiple nodes may interact via 
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remote method calls.  To maximize the concurrency 
in execution of client methods in one node and 
server methods in the same node or different nodes, 
client methods are allowed to make non-blocking 
types of service requests to server methods.  Most 
conspicuous unique features are as follows.  
(a)  Clear separation between two types of methods: 

The TMO may contain two types of methods, 
time-triggered (TT-) methods (also called the 
spontaneous methods or SpMs), which are clearly 
separated from the conventional service methods 
(SvMs).  The SpM executions are triggered upon 
reaching of the real-time clock at specific values 
determined at the design time whereas the SvM 
executions are triggered by service request messages 
from clients.  Moreover, actions to be taken at real 
times which can be determined at the design time 
can appear only in SpMs.  
(b)  Basic concurrency constraint (BCC):  

This rule prevents potential conflicts between SpMs 
and SvMs and reduces the designer's efforts in 
guaranteeing timely service capabilities of TMOs.  
Basically, activation of an SvM triggered by a message 
from an external client is allowed only when potentially 
conflicting SpM executions are not in place.  An SvM is 
allowed to execute only when an execution time-window 
big enough for the SvM that does not overlap with the 
execution time-window of any SpM which accesses the 
same ODSSs to be accessed by the SvM, opens up.  
However, the BCC does not stand in the way of either 
concurrent SpM executions or concurrent SvM 
executions.   
(c)  Guaranteed completion time for method execution 

and deadline for result arrival:  
The TMO incorporates deadlines in the most general 

form.  Basically, for output actions and method 
completions of a TMO, the designer guarantees and 
advertises execution time-windows bounded by start 
times and completion times.  In addition, deadlines can be 
specified in the client's calls for service methods for the 
return of the service results.  

Triggering times for SpMs must be fully specified as 
constants during the design time.  Those RT constants 
appear in the first clause of an SpM specification called 
the autonomous activation condition (AAC) section.  An 
example of an AAC is  
    "for t = from 10am to 10:50am  every  30min   

start-during (t, t+5min)  finish-by t+10min" 
which has the same effect as  
    {"start-during (10am, 10:05am) 

  finish-by 10:10am", 
      "start-during (10:30am, 10:35am)  
        finish-by 10:40am" }  

An underlying design philosophy of the TMO 
scheme is that an RT computer system will always take 
the form of a network of TMOs, which may be produced 
in a top-down multi-step fashion [Kim97].  The designer 
of each TMO provides a guarantee of timely service 
capabilities of the object.  The designer does so by 
indicating the guaranteed execution time-window for 
every output produced by each SvM as well as by each 
SpM executed on requests from the SvM and the 
guaranteed completion time (GCT) for the SvM in the 
specification of the SvM.  Associated with GCT is a 
specification of the maximum invocation rate (MIR) in 
the form of a specified maximum number of requests 
accepted for execution of the subject SvM over any 
interval of a specified length.  Such GCT-MIR 
specification of each SvM is advertised to the designers 
of potential client objects.  Before determining the time-
window specification, the server object designer must 
convince himself/herself that with the object execution 
engine (a composition of hardware, node OS, and 
middleware) available [Kim99], the server object can be 
implemented to always execute the SvM such that the 
output action is performed within the time-window.  The 
BCC contributes to major reduction of these burdens 
imposed on the designer.  

An example application structured as a TMO 
network is shown in Figure 10.  The Nasdaq TMO uses 
its SpM to periodically check the contents of the Nasdaq 
RT database and pick up useful data and then keep some 
useful data and knowledge in its object data store (ODS).  
The DowJones TMO does the same with the DowJones 
RT database.  The Prophet Smith TMO uses its SpM to 
periodically collect information from some other sources 
and generate and keep some useful knowledge in its 
ODS.  The Investment Advisor TMO uses its SpM to 
periodically collect useful knowledge from the three other 
TMOs, i.e., the Nasdaq TMO, the DowJones TMO, and 
the Prophet Smith TMO.  Whenever a human customer 
sends a request to the SvM in the Investment Advisor 
TMO, the latter checks its ODS to find knowledge of 
interest to the customer and derives an investment advice 
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and delivers it to the customer.   
Again, only natural-form specifications of timing 

requirement are used in this TMO network.  Client TMOs 
were designed to depend on SvMs of server TMOs with 
the understanding of the GSTs associated with the SvMs.  
Therefore, GSTs associated with SvMs and other timing 
requirement specifications in these TMOs are highly 
useful in determining certain response time bounds that 
can be promised to the potential clients.  There is no room 
for the priority inversion phenomenon to become an issue 
in a TMO network.    

 
4.  Conclusion 

In this paper we have pointed out that priority 
inversions are essentially due to the inappropriate 
approach used for structuring programs including the 
specification of the policy for allocating resources.  
Several basic program structuring techniques which are 
effective means of avoiding priority inversions have been 
presented.  Although all the techniques have been 
experimented with, the extent of experimental studies 
performed falls far short of that required for establishing a 
desirable technical foundation.  We believe that such 
program structuring is a timely and important area for 
research.   
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